CALL FOR APPLICATIONS — REF. EMMA-2026-PD01

Post-doctoral researcher (12 months)
Mathematics of energy-efficient Al: diffusion models on
emerging hardware

Ecole Centrale de Lyon, Ecully (France)
Institut Camille Jordan (UMR CNRS 5208) & Institut des Nanotechnologies de Lyon (UMR CNRS
5270)

Position Post-doctoral researcher, full time, 12 months

Reference EMMA-2026-PDO01

Researcher profile R2, Recognised Researcher (EURAXESS)

Location Ecully campus (Lyon metropolitan area), France

Start date 1 December 2026, with some flexibility into Q1 2027 (late defence, or visa formali-
ties)

Gross salary 2840 EUR per month (indice 577, confirmed post-doctoral level), set by the estab-

lishment’s grid according to experience
Application deadline 16 October 2026, 23:59 CEST

Supervisors Prof. Yohann De Castro (ICJ) and Prof. lan O’Connor (INL)
Funding Centrale Lyon AAP 2026 “Contrats post-doctoraux”, project EMMA
Work model On-site

The question

Generating one image with a diffusion model means evaluating a large neural network tens to hun-
dreds of times. That repetition is where the energy goes, and it is part of why data-centre demand is
now visible at grid scale: the Lawrence Berkeley National Laboratory puts US data-centre electricity
use at 176 TWh in 2023, 4.4 % of national consumption, a figure that more than doubled since 2017
largely because of Al servers, and projects 325-580 TWh by 2028. Emerging hardware attacks ex-
actly this primitive: analog in-memory computing, silicon photonics, ferroelectric devices and stochastic
computing perform the underlying matrix—vector products at lower energy than digital CMOS, under
conditions on scale and precision, but return a perturbed result. The usual objection is that nobody can
say in advance how much perturbation a model tolerates. In EMMA, this opportunity is pursued through
a PCM-based photonic matrix—vector engine as the primary demonstrator, complemented where ap-
propriate by FeFET-based analog computing, so that device-level non-idealities are treated as explicit
design parameters rather than as after-the-fact implementation losses.

Diffusion models are an unusual case in which that question has a mathematical answer: their conver-
gence theory bounds the discrepancy between the generated and target distributions by three terms, of
which only one, the L? error of the learned score, depends on the hardware. That side is now in good
shape: for stochastic samplers, bounds linear in the dimension under minimal assumptions on the data;
for deterministic samplers, a matching theory under regularity.

What is missing is the bridge. The theory is parameterised by a score error, the hardware literature by
conductance noise, effective number of bits and photons per multiply—accumulate; nobody has written
the map between them, in either direction. The quantisation literature for diffusion models reports
image-quality scores; the induced L? score error, in the form the convergence theory needs, is directly
measurable and goes unreported. One open sub-question sets the direction: the distinction between
an error redrawn at each evaluation, as in stochastic computing, and an error frozen at write time, as
in deterministic quantisation, has been settled in one setting only, and not the one hardware lives in;
carrying it over is what this position exists to do.

The work is judged on one concrete outcome. For at least one architecture, we want to show that the
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energy gain from moving the score evaluation off digital CMOS is real, measured where it survives
integration and not extrapolated from a single tile, and that it is paid for by a loss in sample quality that
is small and, above all, tunable: a knob the designer sets, whose position the theory predicts rather
than discovers afterwards.

What you will do

The work is organised in four packages, summarised below; the full research programme is available
from the supervisors on request.

1. Make the score error measurable, starting from Gaussian targets where the whole error decompo-
sition is closed-form. You will report the induced score error for a given perturbation of the network’s
arithmetic, the number the theory needs and the quantisation literature does not report.

2. Map device physics onto the theory. Propagate the published error models for the technologies
INL works on through the score network into an explicit score-error budget, separating what is proved
from what is measured.

3. Extend the guarantees. Existing bounds assume a deterministic oracle, or a benign randomised
one; extend them to error that is part frozen at write time and part redrawn at each call, and settle,
on the way, which process the score error should be controlled along.

4. Co-design with INL, and deliver the proof of concept. Turn the score-error budget into an energy—
accuracy frontier for INL's PCM-based photonic matrix—vector engine, using device-calibrated circuit-
level models; a FeFET-based analog alternative may be considered where appropriate. Jointly vary
sampler steps, stochastic bitstream length and effective precision to identify an operating point pre-
dicted to yield a real energy advantage over digital CMOS at a small, tunable loss in sample quality.
The result is a frontier predicted from mathematical and hardware models, then verified against
calibrated measurements.

A clear negative answer is more useful to us than a vague positive one: a negative result on point 3
leaves points 1 and 2 intact and turns point 4 from a prediction into a measurement.

Who we are looking for

Required

« A PhD in applied mathematics, statistics, machine learning, electronic engineering, computer sci-
ence or a closely related field, obtained (or with the defence scheduled) before the start of the
contract.

+ A strong foundation in probability and stochastic analysis, numerical analysis, optimisation, or ma-
chine learning: SDEs, Girsanov’s theorem, time reversal of diffusions, with the ability to apply it
rigorously to diffusion or other generative models.

» Familiarity with the convergence theory of sampling algorithms, or the demonstrated capacity to
acquire it quickly, for example through Langevin/MCMC analysis, optimal transport or concentration
of measure.

+ Solid scientific computing (PyTorch or JAX), and the habit of writing code others can run. Ability and
motivation to work across mathematical modelling and hardware-aware Al.

» Working English; French is not required.

Valued, not required

Prior work on diffusion or score-based generative models; numerical analysis of finite-precision arith-
metic. Familiarity with hardware-aware machine learning, approximate or stochastic computing, ana-
logue in-memory computing, device modelling, circuit simulation, photonics, ferroelectric devices, or
energy modelling. Experience linking model accuracy or robustness to implementation non-idealities,
such as quantisation, noise, drift, variability, finite precision, or correlated errors. Evidence of interdisci-
plinary research, for example work at the interface of mathematics, machine learning, devices, circuits,
architectures, or electronic-design automation. No hardware experience is expected or needed to apply.
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What matters most

We are seeking a researcher who wants to explore how to turn physical constraints into mathematical
and architectural design parameters. The project does not require prior laboratory hardware experience:
INL provides device expertise, measured characteristics and modelling infrastructure. However, the suc-
cessful candidate must be prepared to engage critically with non-ideal analog, photonic and ferroelectric
accelerators, and to work with both supervisors to connect device-level error mechanisms, score-error
guarantees and the energy—quality trade-off of diffusion-model inference. Candidates with a primarily
mathematical background and strong curiosity for hardware are welcome, as are candidates from Al-
hardware, device-modeling, circuit, architecture or EDA backgrounds who have the stochastic-analysis
maturity needed to develop the theory. The decisive criterion is the ability to make the mathematics and
hardware inform one another, producing predictions that are quantitative, testable and relevant to an
energy-efficient accelerator demonstrator.

What we offer

* A real double supervision, with weekly meetings that alternate between ICJ and INL. The two labo-
ratories are on the same campus, five minutes apart on foot.

* A question publishable on both sides: mathematics journals for the theory, design and hardware
venues for the co-design.

« Involvement in INLs design—technology co-optimisation work through the PEPR Electronique
CHOOQOSE project, and contact with the group’s ferroelectric and photonic device work (FVLLMONTI,
Ferro4EdgeAl).

» Support for conference travel and open-access publication, funded by the two host laboratories, and
the career-development measures the establishment provides for post-doctoral researchers.

* Practical help for international recruits through Espace ULYS, the EURAXESS service centre for
Université de Lyon: visas, housing, health cover, banking, schooling.

Conditions

Twelve-month fixed-term contract under French public law, full time (1607 h annual reference), 25 work-
ing days of annual leave plus the RTT days of the establishment’s scheme. Affiliation to the régime
général for health and to IRCANTEC for supplementary pension; employer contribution to comple-
mentary health cover under the scheme in force at the establishment; 75 % reimbursement of public-
transport season tickets, up to the statutory ceiling. The exact number of RTT days is set by the
establishment.

How to apply

Applications are submitted through the Centrale Lyon recruitment portal (ecolecentraledelyon
.recruitee.com) as two PDF files: a curriculum vitae with a publication list; and a cover letter of at
most two pages saying concretely which work package you would want to start with and why, naming
two referees with their contact details, and followed in the same file, if you wish, by one paper, preprint
or thesis chapter you consider representative. Applications may be written in English or in French.
Informal enquiries before applying are welcome and will not count against you: yohann.de-castro@ec-
lyon.fr and ian.oconnor@ec-lyon.fr.

Selection process and criteria

Per Centrale Lyon’s OTM-R policy, the criteria are published in advance and applied to the whole profile.
Criteria and weights. Mathematical depth (stochastic analysis, sampling theory, probability), 30 %; sci-
entific autonomy and quality of the doctoral work, judged qualitatively and not by publication count, 25 %;
demonstrated ability to work across disciplinary boundaries, including familiarity with device physics or
circuit-level noise models, 20 %; scientific computing and reproducibility practice, 15 %; fit of the candi-
date’s stated project with the programme, 10 %.
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Indicative timetable. Publication 14 September 2026; deadline 16 October 2026; shortlist notified
by 23 October 2026; interviews in the week of 2 November 2026, in person or by videoconference at
the candidate’s choice; decision communicated by 6 November 2026; contract start 1 December 2026.
All applicants will be informed of the outcome at each stage, and shortlisted candidates who are not
selected may request feedback on the strengths and weaknesses of their application.

Legal and institutional information

Equal opportunity. Ecole Centrale de Lyon is an equal-opportunity employer. The position is open to candidates with a
recognised disability (bénéficiaires de I'obligation d’emploi); reasonable adjustments to the selection process are available on
request.

OTM-R and HRS4R. This recruitment follows the principles of Open, Transparent and Merit-based Recruitment and the
European Charter & Code. Ecole Centrale de Lyon holds the HR Excellence in Research (HRS4R) award.

Personal data. The data controller is Ecole Centrale de Lyon, 36 avenue Guy de Collongue, 69134 Ecully. Applications are
collected through the Recruitee platform (Tellent, processor) and processed solely to manage this recruitment, on the basis
of pre-contractual measures taken at the candidate’s request. The representative paper is optional. Data are accessible only
to the persons in charge of the selection and to the HR department; no decision is automated. For candidates who are not
recruited, they are kept at most two years after the last contact. Rights of access, rectification, erasure, restriction, portability
and objection may be exercised with the data protection officer, dpo.centralelyon@listes2.ec-lyon.fr; complaints may be lodged
with the CNIL.
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